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Executive summary 

 

This deliverable describes the algorithms to be developed in WP3, to analyse 
textual documents of Micro-enterprise. Those documents are privacy policies, 
cookie policies and consent forms. The goal is to extract relevant GDPR elements, 
as well as to perform a readability analysis of those documents. 
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This deliverable reflects only the author’s view and the European Commission is not responsible for 
any use that may be made of the information it contains. (Art. 29.5) 

SMOOTH project has received funding from the European Union’s Horizon 2020 research and 
innovation programme under grant agreement Nº 786741 (Art. 29.4) 

 

List of abbreviations and acronyms 

 

Abbreviation Meaning 

AEPD Agencia Española de Protección de Datos 

API Application Programming Interface 

CNIL Commission nationale de l'informatique et des libertés 

DPA Data Protection Authority 

DPIA Data Protection Impact Assessment 

DPO Data Protection Officer 

GDPR General Data Protection Regulation 

ICO Information Commissioner's Office 

MEnt(s) Micro-enterprise(s) 

SME(s) Small and medium-sized enterprise(s) 

TFEU Treaty on the Functioning of the European Union 
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1.- Introduction 

The goal of SMOOTEXT is to design and develop algorithms that allow the (semi-) automatic 

processing of textual documents necessary of an assessment of the GPDR-readiness of a 

microenterprise. 

Those documents have to cover the following information: 

● privacy policies 

● cookie policies 

● consent forms 

In order to be process the large variety in which those forms exist, SMOOTEXT will rely on machine 

learning techniques which learn to detect relevant textual patterns from previously annotated data-

sets. For that reason, the design and execution of an annotation campaign is a necessary milestone 

to achieve the final results of SMOOTEXT, and will be covered in D3.2. 

In this Deliverable, we provide details on the exact nature of the information to be extracted from 

the relevant textual documents, point to some technical choices and review the necessary 

interactions points with other work-packages and the final user. 

 

2.- SMOOTEXT design  

The type of information SMOOTEXT will extract are of two type:  

1. specific GPDR elements present in the relevant textual documents: what element is 

present, together with attached relevant information (e.g.: if personal data is to be stored, 

what type) 

2. a global analysis of those documents from a readability and linguistic complexity stand-

point 

In this section, we will describe those two types, provide more information on some of the 

algorithms we plan to use as well as detail the interactions with other modules. 

 

2.1.- System Goals and Objectives 

In the current practice, consent and information of the usage of private information is given in 
written under the form of textual unstructured documents. Unstructured means here that this is 
not done in some form of formal language or table which would facilitate the reading and 
manipulation of that information by a computer. Quite opposite, the language used is often 
lengthy, confusing and sometimes ambiguous; a common criticism of privacy policies which the 
GDPR also addresses (e.g. Art 12.1). 

For an automatic assessment of the privacy policy like SMOOTH aims to provide requires therefore 
to develop algorithms and tools to process those textual documents. WP3 addresses the 
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development and evaluation of those algorithms and tools, which will extract key information and 
transform it into a structured way which can then be used to present to the user for interpretation.  

2.1.1.- Information Extraction  

The main part of WP3 will be devoted to extract relevant GDPR elements. These have been 

described in the deliverable D2.1 (the summary table is included as Appendix) 

2.1.2.- Readability Analysis  

In addition, a readability analysis will be performed to detect highly ambiguous and complicated 

phrases. Optionally, WP3 might offer simplification proposals. 

 

2.2.- Underlying Technology 

2.2.1.- Information Extraction  

The technology underlying SMOOTEXT will advance the state of the art in the area of text mining 

and natural language processing (NLP). To properly train the text mining and machine learning 

algorithms we will generate a database of annotated information documents (informed consents, 

terms of use, privacy policies).  

To develop SMOOTEXT module we will rely on existing technology in the area of text mining and 

machine learning to analyse informative documents in the context of data protection such as terms 

of use. We plan to combine two different models: classification models and structured prediction 

ones. 

Classification models are used for predicting a class of a given data-point (sentence for instance), 

independently of the prediction of other data-points. Models for structure prediction problems in 

contrast perform global predictions, and permit to consider relationships between the predicted 

tags. For instance, in Named Entity Detection, the text is analysed sequentially, word by word and 

each word is tagged as either belonging to a certain category of personal information (and if so, 

which), or not. Classification models do this prediction word by word, while structured prediction 

models provide a global prediction and are able to model for instance that the date of birth typically 

follows the user name. 

While more powerful, structured prediction models are costlier to train, and - more importantly - 

the necessary annotations are more difficult to obtain. In the context of privacy policies, this would 

require to annotate exactly what span of text denotes a certain GDPR element. In opposition, 

classification methods performed at a sentence (or phrase) level only need an annotation of what 

unit contains which GDPR element, annotation which is easier (this is, faster) to obtain than detailed 

span annotations. In addition, the magnitude of the increased value of the detailed span annotation 

is unclear. 

However, sequential relationships might be useful as - for instance - information on the company 

will probably occur much earlier in the document than for instance explicit mentions of the right to 

correct the data.  
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We therefore plan to combine local decisions (at a sentence level), with global decisions at a 

document level. For this, we plan to use classification models to predict the presence of a GDPR 

elements in phrases, using contextualized word-embeddings1; and smooth the final result with a 

structured prediction model (for instance a linear-chain conditional random fields2). We also plan 

to experiment with networks which can be trained end-to-end3. 

2.2.2.- Readability Analysis  

In order to assess the readability level of a text, several standard techniques exist (such as FOG, 

SMOG, etc) which are - for instance - used to determine the educational level necessary to 

comprehend a book. Those techniques are based on length of words, number of noun clusters, etc. 

Those methods are very useful when used at long-documents, and can provide insights into the 

overall complexity of a privacy policy. However, SMOOTH aims to provide a finer-grained analysis 

and propose to change specific phrases which might be overly complex. 

For that reason, we plan to combine existing readability analysis with existing list of ambiguous 

words4 to highlight particular phrases which are hard to read or could be misunderstood in order 

to recommend their re-phrasing. 

More ambitiously is to propose some possible re-phrasing, and at this stage we are keeping this 

optional. Some possibilities are the use of pre-written privacy policies (like those that will be 

provided by SMOOTH itself). It would then be necessary to link sentences between different privacy 

policies that address the same GDPR element with the same restrictions, but use a different lexical 

choice. If this can be achieved with high accuracy, then the simpler phrases can be used as 

propositions for re-writings of the complexes ones.  

Another possibility is to translate the policies to some controlled language, which has shown great 

use in industrial applications5. This might however require a more complex treatment, encounter 

hurdles with built-in complexity of legal languages and be an overkill for the problem we want to 

solve. 

2.3.- System Functionality 

 

2.3.1.- Information Extraction  

Functionally speaking, the SMOOTEXT information extraction component will take new documents 

belonging to a MEnt and process them to obtain information about which elements are present in 

                                                
1 Peters, Matthew E., et al. "Deep contextualized word representations." NAACL 2018 
2 Lafferty, John, Andrew McCallum, and Fernando CN Pereira. "Conditional random fields: Probabilistic 

models for segmenting and labeling sequence data." (2001). 
3 Lample, Guillaume, et al. "Neural architectures for named entity recognition." NAACL 2016 
4 Lebanoff, Logan, and Fei Liu. "Automatic detection of vague words and sentences in privacy policies." 

EMNLP 2018 
5 see for instance the use in the aerospatial industry: 

http://en.copian.ca/library/research/plain2/aecma/aecma.pdf  

http://en.copian.ca/library/research/plain2/aecma/aecma.pdf
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those documents that are related to GDPR. This process will be carried out by means of a processing 

pipeline that will take each document, pre-process it using NLP techniques, apply the different 

element annotators and produce a report as the output of the process. 

The different element annotators will determine the presence of each GPDR element in the text. 

Each element (name of the company, personal data elements, the storage period…) will require a 

specific processing component, as the algorithms applied on each case may differ. These 

components will keep adding attributes to the documents in order to qualify them based on the 

GDPR regulation. 

The output of the module will be the document and a set of annotations indicating, for each of 

them, the corresponding section of the document and the type of element identified. 

Moreover, we plan to investigate the use of a simple feedback mechanism in the SMOOTH platform 

to allow users to mark wrongly identified information. The developed algorithms will be able to 

take such a feedback in account in order to improve over time. 

 

2.3.2.- Readability Analysis  

Besides the detection of GDPR elements in the documents, SMOOTEXT will qualify the documents 

based on their readability. By applying NLP techniques, SMOOTEXT will evaluate the complexity of 

the vocabulary and syntax of the documents and will identify which sections or paragraphs might 

result difficult to read by users. These sections will be properly identifying in the text and they will 

be tagged with the type of issue detected. All this information will be added to the document as 

part of the output of the module. 

 

2.4.- Proposed System 

The SMOOTEXT component will be based on a micro-services architecture that will allow the 

module to be scalable and extensible. During the project’s lifetime we will implement different 

approaches for some of the components and we will be increasing the number of components 

included in the module. For example, we may start by implementing a rule-based annotator for 

detecting the name of the company that will process the data collected by a MEnt, while at the end 

of the project we will be using a Deep Learning implementation. Moreover, initially we may start 

by including in the report a reduced number of annotators that will go increasing as new elements 

are developed. 

In SMOOTEXT we have to distinguish two main components that are complementary: The training 

layer and the serving layer. The training layer will be responsible for training the different 

annotators that will be used to identify GDPR elements in the text and detect readability issues. 

 

1.1.1.-  The Training Layer 
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The purpose of the Training Layer is to deliver the different annotators that will be part of the 

module. Depending on the type of algorithm used for each of them, the number of components 

involved in the training phase will vary. For example, a rule-based implementation will not require 

to make use of a training job and it will just validate the set of rules defined using a set of annotated 

documents. 

For the complex case, where a machine learning model will be applied, we’ll have a Data Lake that 

will hold all the annotated policies and consent forms resulting from the labelling task. These 

documents will be then processed by a Data Preparation Job that will apply NLP processes to the 

texts to prepare a clean training Dataset. The Training Job will then be used by the Training Job, 

applying different algorithms that will tackle the prediction tasks described required for each 

annotation. 

The resulting models will be managed by a Model Server that will be up to deploy them on the 

Serving Layer and deliver them to the Model Validator, where metrics will be computed to evaluate 

the performance of the produced models. 

The Model Server will host the different annotators as micro-services. All of those micro-services 

will share a common interface: 

 

  

Where the annotations will consist on the original piece of text, the identifier of the element 

detected and a score indicating the foreseen probability of belonging to the category. 

1.1.2.-  The Serving Layer 

The Serving Layer will make use of the models produced to annotate new policies and consent 

forms that will come by means of requests to a Client Service API. The goal of this API will be two-

fold: on one hand it will offer a method to annotate these new documents, and on the other hand, 

it will offer a method to validate these annotations. The validated documents will then be delivered 

to the Training Layer to gather new examples that will be used to train and improve the models. 

This layer will be based on an event-oriented architecture. After the components receives a new 

request for processing a new document, this request will be sent to an event processing pipeline: 
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[JMR1]  

This is the expected flow that an incoming message will follow: 

1.     The new request arrives to the API 

2.     The API calls the service orchestrator with the new document to assign a new processing 

identifier to keep the status of the event during its processing. 

3.     Next a message is created and enrouted to the event bus. 

4.     Then the processing pipeline starts: first extract the text[JMR2] , detect the language, clean 

the text and apply the different element annotators, together with the readability component. 

5.     Finally, the tags are compiled and sent together with the document as the response. 

Here, the role of the Service Orchestrator is key: it has to keep track of what processing has been 

applied to a given request or event, handle errors and decide when to parallelize some of the 

processes. Different strategies will be evaluated during the implementation. For example, we can 

apply all the annotators in parallel in case there are no dependencies, but we can opt for two 

strategies in such a case: asking the Model Server for how many annotators are registered and 

waiting for all of them to complete, or assigning a time out for this part of the processing and 

proceed after that time with all the completed annotations. 
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2.5.- Interfaces to other modules or external systems 

SMOOTEXT will be included in the tool as one of the integrated modules offered as a web service. 

The interface with the rest of the modules will be provided by a REST API whose interface will look 

like the following example6 

 

 SMOOTEXT 

Metho

d/URL 

[POST] /smootext/result 

Descri

ption 

POST Request used to save the analysis result from SMOOTEXT 

Request Body 

Name Description 

mentId Unique Identifier of the Ment 

report_session_ID A unique identifier of the specific report 

run request from the MENT 

documentId Unique Identifier of the document 

annotations List of annotations 

section Test where the annotation is detected 

elementType Type of the element detected, obtained 

from the catalogue developed in task 2.1 

elementId Concrete element detected, obtained 

from the catalogue developed in task 2.1 

score Probability that the given text belongs to 

the detected element. 

                                                
6 Note that this is repeated in D6.1 as well 
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Response Body 

Name Description 

succes

s 

Informs about the upload process result (true/false) 

messa

ge 

Add information about the upload process result 

Example 

Metho

d/URL 

[POST] /smootext/result 

Heade

r 

Content-Type: application/json 
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Body {  

   "mentId" : "6183ad62-199d-11e9-ab14-d663bd873d93", 

   "report_session_ID ": “d663bd873d93-199d-11e9-ab14-6183ad62” , 

   "documentId" : "7183bd62-121o-11a9-nf76-d736bd845d88", 

   "annotations" : [ 

   { 

      “section” : “this is an example of text section”, 

      “elementType” : “purpose.of.personal.data”, 

      “elementId” : "45183bd62-654o-77b2-nf87-d835bd855d11", 

      “score” : 95 

   }, 

   { 

      “section”: “this is another example of text section”, 

      “elementType” : “right.to.withdraw.consent”, 

      “elementId” : “45183bd62-654o-77b2-nf87-d835bd855d12”, 

      “score” : 87 

   } 

]  

} 

Respo

nse 

{  

   "success":"true", 

   "message":"Results correctly saved" 

} 

 

 

The API will be HTTP based. The type of communication of both the methods is expected to be 

synchronous, enabling the user to see the resulting annotations after uploading the documents, 

but it will depend on the final processing times of the different annotators included. If this 

processing time is high, we might opt for making the getAnnotations method to be asynchronous 

and tell the user that the process may take long and that they can consult the results on their 

folder if any. 

 

With regards external sources, the main dependency foreseen from third party systems is the 

annotation mechanism required to label the documents that will be used initially to train the 

models. In SMOOTEXT we will take advantage of a crowd-sourcing platform to create different 

classification tasks based on a compilation of privacy policies and consent forms extracted from 



 

 

 

SMOOTH 
Deliverable 5.1  

 

 

 

 

 

31/01/2019                Revision: 2                 Project Nº: 786741 

                          

        Page 15 of 20 

 

publicly available sites. These labelled documents will be stored in the above mentioned Data 

Lake as part of the training system. 

 

2.6.- User Interfaces 

Most of the process of WP3 will be performed in background, without any further interaction with 

the users besides them uploading the required files for analysis. 

One exception is the readability analysis, where the users will probably prefer to see the highlighted 

phrases in context, as well as perform editions on-line and potentially see the effect on the analysis 

in real-time. For that, an adapted interface of what sophisticated writing tools propose could be 

used. As an example, we provide the interface of the "Hemingway Editor"7, which uses a colour 

scheme to draw the attention to different aspects, as well as a summary of relevant information to 

the right. 

 

 

As mentioned before, beyond the initial labelling of documents that will enable the training of the 

annotators, optionally, in SMOOTEXT we foresee to take advantage of the users’ feedback. The 

main idea is to create a virtuous circle that will allow the system to fine tune the models and to 

adapt to new terms and concepts. 

 

                                                
7 http://www.hemingwayapp.com/ 
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From time to time, we envision that the system will take the set of former labelled documents 

together with the ones labelled using the users’ feedback and will re-train the models of the 

annotators to fine tune them. 

This will have an implication in the user interface, as SMOOTEXT will need to gather the feedback 

from the users, leading to a more complex user interaction in the tool, but we reckon that this kind 

of interaction will help also on engaging the user as they will see that their opinions are taken into 

account in the project. 

 

3.- SMOOTEXT Integrated architecture 

The external view of SMOOTEXT is rather simple, as most of the processing is done internally, and 

the only interaction happens with WP6. Exception to this is the potential feedback loop which we 

are keeping optionally at this stage, as well as the interface of the readability analysis. 

Besides that, the only interaction of the user is the requirement to upload the relevant policies. We 

will require some textual format (ideally plain text, but eventually doc) and not printable files (as 

pdf or ps) which will require an error-prone and costly-to-develop document understanding module 

to extract the relevant text. 

 

 

 

 

 

 

 

 

 

 

 

 

4.- CONCLUSION  

In this document we provided a design of the algorithms to be developed, as well as the 

required interfaces of the SMOOTEXT module, encapsulated inside WP3. 

Structured 

information 

(Sect 2.5) 

WP6 

 

WP3  

optional 
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Besides formalizing what exactly SMOOTEXT will achieve, we pointed to some of the technical 

choices on which we are converging, as well as the required interactions with other modules 

and the user. 

 

5.- APPENDIX 

GDPR elements to extract from privacy and cookie policies. 

 

 

 Element Source – 
request 

for 
consent  
(Art. 7 
GDPR) 

Comments on request 
for consent  

Source – 
privacy policy 
(Arts. 13 and 

14 GDPR) 

Comments on 
privacy policy 

Info on 
the 

company 

Name of 
company 

Yes  - Yes - 

Contact details 
of the 
company 

Yes  GDPR requires that 
individuals must be 
aware of the ‘identity’ of 
the controller – to 
ensure accurate 
identification, in 
addition to the name of 
the company, further 
information may be 
needed (address, 
registration number) 

Yes - 

Contact 
information 
for privacy 
matters (e.g. 
DPO) 

Yes  Contact info may be 
given as part of 
information on right to 
withdraw consent (who 
to contact/how to 
request consent 
withdrawal) 

Yes - 

Third party 
controllers 
relying on 
consent 

Yes  - Yes – third 
party 
controllers are 
likely to be 
referred to as 
‘data 
recipients’ in 
the privacy 
notice 

- 
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Personal 
data and 
processi
ng 

Type of 
personal data 

Yes Type of personal data 
may include information 
on whether sensitive 
personal data are 
processed 

Yes, but 
condition → 

Only if 
personal data 
are obtained 
indirectly (e.g. 
through a 
marketing 
agency, 
through 
another 
company, 
through a 
public list) 

Purposes of 
processing 

Yes Why are data processed 
(for which 
purpose/activity), e.g.: 
1.- Marketing 
2.- Advertising 
3.- Training 
 
Bundling of purposes is 
not allowed when 
relying on consent. 
Individuals should be 
asked to give separate 
consent for processing 
for example: 
4.- Training 
5.- Marketing 
 

Yes - 

Sensitive data Yes Type of personal data 
may include information 
on whether sensitive 
personal data are 
processed 

Yes, but 
condition →  

Only if 
personal data 
are obtained 
indirectly (e.g. 
through a 
marketing 
agency, 
through 
another 
company, 
through a 
public list) 

Storage period No - Yes 6.-  

Recipient No - Yes - 

Transfer to 3rd 
country 

No - Yes  

Source of 
personal data 

No 7.-  Yes, but 
condition →  

Only if 
personal data 



 

 

 

SMOOTH 
Deliverable 5.1  

 

 

 

 

 

31/01/2019                Revision: 2                 Project Nº: 786741 

                          

        Page 19 of 20 

 

(from where 
was the data 
obtained?) 

are obtained 
indirectly (e.g. 
through a 
marketing 
agency, 
through 
another 
company, 
through a 
public list) 

Lawful 
basis 

Consent, 
contract or 
legitimate 
interest 

N/A - Yes  

What 
legitimate 
interest 

N/A - Yes, but 
condition → 

Only if legal 
basis is 
legitimate 
interest 

Rights 
(need 
contact 
details) 

Right to 
withdraw 
consent 

Yes Consent form must 
include description of 
how to withdraw 
consent (e.g. contact 
details of responsible 
person) 

Yes, but 
condition → 

Only if legal 
basis is 
consent 

Right to object 
(including to 
direct 
marketing) 

No - Yes, but 
condition →  

Only if legal 
basis is 
legitimate 
interests 

Right of access No - Yes - 

Right to 
erasure 

No - Yes - 

Right to 
restrict 
processing 

No - Yes - 

Right to data 
portability 

No - Yes, but 
condition →  

Only if legal 
basis is 
consent or 
contract 

Right to lodge 
complaint 

No - Yes  

Automat
ed 
decision 
making 

Automated 
decision 
making (also 
profiling) 

No - Yes Unlikely to 
apply to most 
MEnts.  
If this is the 
case, should 
be necessary 
to have a 
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statement 
informing that 
personal data 
won´t be used 
for automated 
decision 
making nor 
profiling in 
privacy policy. 

Logic involved No - Yes Unlikely to 
apply to most 
MEnts 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 


