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CNIL
DPA
DPIA
DPO
GDPR
ICO
MEnt(s)
SME(s)
TFEU

Commission nationale de l'informatique et des libertés
Data Protection Authority
Data Protection Impact Assessment
Data Protection Officer
General Data Protection Regulation
Information Commissioner's Office
Micro-enterprise(s)
Small and medium-sized enterprise(s)
Treaty on the Functioning of the European Union

The current document describes the interim version of SMOOTEXT. This consists
of a minimum viable product, covering limited version of all functionalities to be
Executive summary provided by SMOOTEXT: readability analysis, GDPR-extraction and multi-lingual
support.
We report the algorithms used, the architecture of SMOOTEXT, its relationships
with remaining modules and empirical results on their accuracy.

This deliverable reflects only the author’s view and the European Commission is not responsible for
any use that may be made of the information it contains. (Art. 29.5)
SMOOTH project has received funding from the European Union’s Horizon 2020 research and
innovation programme under grant agreement Nº 786741 (Art. 29.4)
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1.- Introduction
1.1.- SMOOTEXT: background and objectives
The goal of SMOOTEXT is to design and develop algorithms that allow the (semi-) automatic
processing of textual documents necessary for an assessment of the GDPR-readiness of a
microenterprise.
The information that has to be extracted is of two types:
1. those elements relevant to GDPR, to be obtained primarily from privacy policies
2. an analysis of the complexity and readability of the privacy policies
In order to process the large variety in which those forms exist, SMOOTEXT will rely on machine
learning techniques which learn to detect relevant textual patterns from previously annotated datasets.

1.2.- Objectives of Deliverable 3.3 SMOOTEXT
In this Deliverable, we provide the interim version of SMOOTEXT as of July 2019. In particular, we
explain the system and algorithms which are currently running and which provide a preliminary full
coverage of WP3. In other words, we provide a description of the currently running minimum viable
product (MVP) of SMOOTEXT.
In particular, and differently from what was proposed in the description of work, we provide
preliminary results on T3.4, multilingual aspects management. This was triggered by the request of
adding Italian as supported language to SMOOTEXT: the promising results of our experiments done
in order to provide an informed answer to that request prompted us to change our strategy and
potentially support a larger number of languages much quicker.
On the other hand, the algorithms described for T3.2 and T3.3 are only interim versions and planned
to be substantially improved for D3.4. The reasons for that are two-fold: the change in priority for
the multi-lingual aspects, but also the delay in D3.2 which have been presented elsewhere.
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2.- SMOOTEXT
2.1.- System Goals and Objectives
The final goal of SMOOTEXT is the creation of a web-service which takes a text file as input and
returns two types of information: the GDPR elements which were found in that file, and an
assessment of the readability of that document per paragraph.
In 2.2 we will explain the algorithms behind those sub-modules, and 2.2 – 2.4 explains the
architecture of SMOOTEXT and how it interacts with the platform. In 2.5 we report on the
performed evaluation and in 2.6 we mention the limitations of SMOOTEXT.
1.1.1.- GDPR element extraction
Extraction and Identification of GDPR elements from privacy policies is one of the core components
of SMOOTEXT. We model this problem as a paragraph classification task. This means that first the
privacy policies are split into paragraphs in a pre-processing step, and then each of those
paragraphs are fed independently to a Machine Learning classifier to label each of the paragraphs
with its corresponding GDPR element labels such as First Party Collection/Use, Data retention,
Policy change, etc.
For the interim version of algorithm, we rely on the set of labels defined in the OPP115 dataset
(Wilson et al. 2016) displayed in the table below as they have a large overlap between their labels
and as we identified previously in our published paper (Galle et al. 2019).
Elements in the OPP-115 dataset

Required by GDPR regulations

First Party Collection/Use

x

Third Party Sharing/Collection

x

User Choice/Control

indirectly required

Data Security

indirectly required

International and Specific Audiences

x

User Access, Edit and Deletion

x

Policy Change

x

Data Retention

x

Do Not Track

For the classification algorithm we rely on a model that minimizes the ModifiedHuber Loss for a
multiclass classification problem over the training dataset. The Modified Huber Loss is a variant of
Huber Loss (Huber et al. 1964). Our choice of the Modified Huber Loss as a loss function to optimize
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was driven by its empirical results on a development split of the annotated dataset. Additionally,
the Modified Huber Loss is considered to provide good estimates of classification probabilities
without sacrificing classification accuracy as in the Logarithmic loss (Cross entropy loss). Well
calibrated weights of the model predictions are very crucial for the interpretability of the models
as it is interesting to show confidence scores of our model predictions to the users of our platform.
Finally, minimization is done through stochastic gradient descent optimization algorithm (SGD).
All models have been implemented using the free open source machine learning library Scikit-learn.
Our choice of Scitkit-learn specifically comes from the fact that it offers an easy interface of
implementing machine learning models in python programming language while offering at the
same time production level computational efficiency thanks to its backend modules that are
implemented in native programming languages such as C and C++.
1.1.2.- Current limitations
The OP-115 dataset is a very rich in its annotation and versatility. In [Gallé 2019] we analyze
potential shortcomings with respect to GDPR privacy policies, highlighting in particular (i) the lack
of some labels, (ii) the domain-shift when analyzing post-GDPR privacy policies and (iii) the multilinguality of considering European companies.
Multi-linguality is considered below.
For the lack of labels, D3.2 will outline the ontology used for the new set of annotations which will
cover the relevant data types specified in D3.1. The main categories are summarized below
info of the company

name of company
contact details
third party controller
contact point for data privacy matters (eg: DPO)

personal data

type
processing activity
bundling of purposes
storage period
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sensitive data
rights

right to withdraw
right to object direct marketing
right to access
right to rectification
right to erasure
right to restriction
right to data portability
right to lodge complaint

Due to the delay in obtaining privacy policies from beta-testers, we do not have annotated postGDPR policies which could indicate the possible drop in performance by training on OPP-115. We
have developed unsupervised techniques to estimate this, the result of which will be reported in
D3.2.
References:
Bottou, Léon (2004), "Stochastic Learning", Advanced Lectures on Machine Learning, LNAI, 3176,
Springer, pp. 146–168, ISBN 978-3-540-23122-6.
Huber, Peter J. (1964). "Robust Estimation of a Location Parameter". Annals of Statistics. 53 (1):
73–101. doi:10.1214/aoms/1177703732. JSTOR 2238020.
Galle et al. 2019 http://ceur-ws.org/Vol-2335/1st_PAL_paper_5.pdf
[Wilson2016] Wilson, Shomir, et al. "The creation and analysis of a website privacy policy corpus."
Proceedings of the 54th Annual Meeting of the Association for Computational Linguistics (Volume
1: Long Papers). 2016.
Scikit https://scikit-learn.org/
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1.1.3.- Readability & Complexity analysis
Readability has been defined as the sum of all elements in textual materials that affect a reader’s
understanding, reading speed, and level of interest in the material [DC49]. Four basic elements are
seen to concur to ease the readability of a given document: its content (discourse and coherence),
its style (semantic and syntactic elements), its design, other authors speak of "legibility",
(typography, format, illustrations, etc.) and its structure (chapters, navigation, etc.) [DuB04].
Even though privacy policies are rarely pleasant reads, they should keep the readers interested.
Assessing their readability is very important to be sure that they're not only read but also
understood. Readers shouldn't be bored or challenged: on the contrary, they should grasp its
content easily and quickly.
Looking closer at the style of a document, the following elements, adapted from [Col14], make a
text readable: the words that are used and the way they are built (lexical/semantic) ; the way they
are used (syntax) ; the way the text is organized (discourse) ; the extra knowledge that is assumed
(higher level semantic) ; the context that might affect the writing (pragmatics) ; the reader interest.
This last element is indeed very important in this communication process: from the background
culture of the reader to her attention and state of mind. If assessing the readability of documents
translates into computing an expected reading level, often expressed as a grade in the US system,
a motivated reader can read well above her grade.
Classic Formulas
Formulaic approaches to the assessment of reading materials date from the forties in the USA
after it had become clear that adult readers had varying abilities ---often quite low: many of them
only enjoyed reading very simple documents, e.g. comics.
Many variables were found to be correlating positively (easy words, monosyllables, explicit
sentences, first/second/third-person pronouns, etc.) or negatively (average length of a sentence,
unknown or "hard" words, different words, etc.) with reading difficulty [GL1935]. The challenge
was then to find the best combinations as a "proxy" for readability.
Reading Ease Score
In [FG49] Rudolf Flesch introduced his Reading Ease Score:
206.835 - 1.015 x ASL - 84.6 x ASW,
where ASL is the average length of a sentence in words and ASW the average length of a word in
syllables. It was later adjusted [Kin+75] to directly express a (US education) grade level: 0.39 x ASL
- 11.8 x ASW - 15.59.
Fog
When done manually, computing the ASL for a text is error prone. Robert Gunning, an American
businessman, aware of the "fog" that complicated most writings, in newspapers or business
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articles, came up in the early fifties [Gun52] with an easier index to compute.
The Gunning Fog Index is simply
04 x (ASL + PCW),
where PCW is the percentage of complex words, defined by being three or more syllables long.
Actually, the rule for the "complex words" is a bit more sophisticated than just counting their
number of syllables : familiar words are excluded, as are compound and proper nouns, and
grammatical
endings,
e.g.
from
conjugation,
are
discounted.
Familiarity of words might be seen as very subjective, as it depends of the reader, but it is also a
construct from the domain: this might make for a nice way to adapt the index to policies.

In the current implementation of SMOOTEXT, we perform a FOG analysis on each paragraph, and
return both the score of the equation, and the associated educational level that is required (see
details in Sect 2.3).
References
[Col14] Kevyn Collins-Thompson. “Computational assessment of text read-ability: A survey of
current and future research”. en. In:ITL - International Journal of Applied Linguistics165.2 (Dec.
2014), pp. 97–135.issn: 0019-0829, 1783-1490.doi:10.1075/itl.165.2.01col.
[DC49] Edgar Dale and Jeanne S. Chall. “The Concept of Readability”. en.In:Elementary English26.1
(1949), pp. 19–26.url:http://www.jstor.org/stable/41383594.
[DuB04] William H. DuBay.The Principles of Readability. en. 2004.
[FG49] Rudolf Flesch and Alan J Gould. The art of readable writing. Vol. 8. Harper New York, 1949.
[GL35] William Scott Gray and Bernice Elizabeth Leary. “What makes abook readable.” In: (1935).
[Gun52] Robert Gunning. “Technique of clear writing”. In: (1952).
[Kin+75] J Peter Kincaid et al. “Derivation of new readability formulas (auto-mated readability
index, fog count and flesch reading ease formula) for navy enlisted personnel”. In: (1975).

1.1.4.- Multi-linguality
With its 24 official languages of the European Union, any service which targets a wide spectrum of
companies across the union has to have multi-linguality incorporated from the beginning. This
applies particularly to SMOOTEXT, who focuses on the textual parts of the legal documents; and
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even more so in the context of micro-enterprises who might operate only in one local language
without operational need of translating it into English for example.
From a machine perspective, the ideal would be to have annotated data in each one of the target
languages and to run mono-lingual models on each of them. However, this quickly becomes
cumbersome to maintain and debug. More importantly, it makes the training phase of such models
very expensive, both from a standpoint of money to obtain those annotations as that of time to roll
it out towards a new language.
This is because the initial strategy was to develop cross-lingual system: as opposed to multi-lingual
systems, those models do not maintain one model per language but only one which crosses across
languages. This is made possible thanks to the existence of multi-lingual embedding, which map
textual data from any of the pre-defined languages into a common real-valued space. It is then on
point of that space that the machine learning algorithms operate. Obtaining that mapping from one
language into the multi-lingual space is task-specific (in order to maximize performance of the
downstream NLP task) and done mostly thanks to parallel or comparable data: different sentences
or documents portion which convey the same or at least similar semantic meaning in different
languages. The initial strategy was to adapt those methods to privacy policies using the policies of
large companies which are produced in many different languages.
However, a request in March 2019 changed the priorities. The possibility of adding Italian as an
official language of the SMOOTH project, in addition to English, Spanish and – at a lesser rate –
Latvian created a situation where crawling parallel data for all those languages might become very
time consuming. Instead, we experimented with an alternative strategy which we outline below.
It is slightly easier to understand, as the core idea is to translate privacy policy into one target
language in which the models are trained (English).
The workflow therefore looks like this:

Poli
cy
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An alternative would be to translate the training language into the source language, and train a
language-specific model for each language. This however increases the maintenance cost for each
language. Such an approach is interesting if at inference time the data-point is very short, for which
translation might be poor. However, in our use-case (as opposed to, for example, classifying tweets)
each data-point is a rather large document that additionally is self-contained.
Of course, automatic translation engines are not perfect, and it is questionable if the introduction
of errors will not render the extraction problem un-usable. We performed a benchmark study to
evaluate this, and report the results in Sect 2.5.

2.2.- Module Functionality
The following diagram describes the components included in the first release of the SMOOTEXT
module. Despite some of the components may change in later evolutions of the module, the main
flow described in the figure includes all the steps necessary to analyze the incoming files, perform
the GDPR entity extraction and readability assessment, and elaborate the resulting report for the
user.
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Next, we detail each of the steps individually:

1. Input file. The user may upload different files to like privacy policies, possible consent forms or
other privacy-related documents. SMOOTEXT analyses each of the files independently, and report
the results to the SMOOTH Platform. The component that manages the file uploading is included in
WP6. It uses the same Data Ingestion component developed in WP4, sharing the drag and drop
User interface
2. File validator. WP6 also provides the module that checks that the input file belongs to one of
the supported formats. At this moment, SMOOTEXT only supports files in Microsoft Word, PDF or
text format. These are considered the more standard formats used for this kind of files, whereas
we plan to include support to additional file formats if required. With regards to PDF files, it is
essential to note that SMOOTEXT only supports native PDF documents. The module discards PDF
with scanned documents embedded as it would require the use of OCR technologies that are out
of the scope of the project.
3. Text extractor. After validating the input files, it is time to extract the text out of them.
SMOOTEXT algorithms work with raw text, so it is mandatory to first extract the text from Word
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and PDF files. To do so, we make use of some standard Python Libraries like docx for Word files
and Tika for PDFs, https://github.com/chrismattmann/tika-python.
4. Language detector. This component checks the language of the extracted text. As mentioned
before, SMOOTH works with different languages. The approach chosen to deal with the multilinguality of the platform is to translate the texts to English, so first, we need to detect their
language to see whether they need translation or not. For the detection of the language, we will
use either the langdetect Python library that makes use of the Google Translation API under the
hood or an Naver in-house tool
5. Text Translator. For those files that are not in English, SMOOTEXT employs the Google Translator
API for obtaining the English version of the texts.
6. Paragraph Segmenter. Once we have English texts, we proceed to detect the paragraphs
included in the text and process each of them individually.
7. GDPR element extractor. This component analyses each paragraph and tries to detect the
presence of the different GDPR elements. First, the component applies a pre-processing pipeline to
the text to Tokenize, remove stop-words, and non-significant symbols. Then it applies a trained
multiclass classifier that detects the GDPR elements. This classifier has been trained with the OPP115 Corpus, and some privacy policies gathered in the context of the project. This is a preliminary
version of the classifier that will be further improved with the gathering of more privacy policies
and the corresponding labelling process.
8. Readability analysis. In parallel to the extraction of the GDPR elements, this component will
perform a readability analysis to assess the clarity and complexity of the texts. At the moment, an
initial implementation based on the FOG metrics is included, but it is foreseen to develop new
metrics as the module evolves, and it is tested with end-users.
9. Report builder. After analysing the text paragraphs, SMOOTEXT compiles the results obtained
for each of them with regards the GDPR and readability assessments in a single json report that is
sent back to the SMOOTH Platform. This json output is then included in the overall GDPR
assessment document reported to the user.

2.3.- Proposed System
The following diagram depicts the designed infrastructure foreseen for SMOOTEXT
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SMOOTEXT is offered to the Platform by means of a REST API. This API allows sending a document
to be analyzed to detect GDPR elements and assess its readability. When a new document arrives
at the module, a new annotation job is started. The orchestrator takes care of initializing the process
and send the text to the processing pipeline described in the previous section. During the flow, the
orchestrator takes care of the processing, dealing with errors and potential retries. Afterwards,
once all the text is processed, the service compiles the paragraph reports and merge them into the
final JSON file sent as the output of the module.

Initial implementation
In its current implementation, SMOOTEXT is a simpler yet powerful and scalable python app using
FastAPI to build, and document, the API and uvicorn, a fast modern ASGI server, to serve it,
asynchronously. Behind the scene, a classifier class identifies the GDPR elements and an assessment
class computes the readability level by the way of the Gunning Fog Index, both working at the
paragraph level.
In this version, the orchestrator is implemented as a Python script that sequentially applies the
current process: a text file posted by a client to the FastAPI application is split into paragraphs. Each
of them is then sent to the classifier and assessor. The JSON they produce for each paragraph is
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compiled for the document and sent back to the client application. The services corresponding to
the different processing components are implemented as micro services. In the case of third-party
APIs, we implemented a wrapper for each integrated library that allows us to substitute them in
the future if needed. For the components implemented by SMOOTH, mainly GDPR element
extractor and readability analysis, we implemented them as separate APIs to decouple its current
implementation from the main process and enable later improvements without requiring to modify
the rest of the components.
Although this architecture is simple, it is sufficient to expose the work of both the classifier and
assessor. It also has the capability to scale, using multiple workers or building on the asynchronous
capabilities of the server. Later on, once we tried the component as integrated in the rest of the
SMOOTH Platform, we will evaluate the necessity of evolving the module to more complex
architectures if required. In particular, for the moment there is no Event Bus which would do some
load balancing.

2.4.- Interfaces to other modules or external systems
SMOOTEXT will be included in the tool as one of the integrated modules offered as a web service.
The interface with the rest of the modules is provided by the REST API whose interface will look
like the following example1
1

Note that this is repeated in D6.1 as well
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SMOOTEXT API
The main SMOOTEXT API is responsible for dealing with the interaction with external components.
It receives the files to analyse and returns the corresponding reports as JSON files.
It can be accessed both through a GET command, or by POSTing a file to it:

GDRP element detector API
The GDPR element detector API is responsible for analysing a paragraph of text and identify which
GDPR elements are present in the text.
For each category, it returns the score of the associated classifier:
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Readability API
The readability API receives a text and analyses its complexity and readability by computing its FOG
metrics.
The resulting analysis is returned with two values: the (rounded) score, as well as the US educational
level given by the FOG analysis:

As said, the overall web-service can be accessed through GET or POST. We provide two examples:

GET:
http://smootext.europe.naverlabs.com/analyze/we%20will%20collect%20your%20data%20and%
20your%20children%20data%20and%20share%20it%20with%20everybody

POST:
run from a shell: curl -F 'file=@FILEPATH' http://smootext.europe.naverlabs.com/analyze
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In both cases a json is returned: in the first it consists of a dictionary with two values, in the second
of a list of those dictionaries, one for each segmented paragraph.
The API is HTTP based. The type of communication of both the methods are asynchronous, and it
is the responsibility of the SMOOTH Platform to coordinate the calls to the different SMOOTH
modules and to gather and compile their results to elaborate the final report, being SMOOTEXT
one of these modules. .
With regards to external sources, the main dependency foreseen from third party systems are those
required for the language detection, automatic translation, and machine learning frameworks. In
all cases, SMOOTEXT uses open source libraries for each task (and if not, will provide an opensource alternative specifying the expected performance drop).
Besides, another external source of information is the annotation mechanism required to label the
documents that will be used to refine the models. In SMOOTEXT we will take advantage of a crowdsourcing platform to create different classification tasks based on a compilation of privacy policies
and consent forms extracted from publicly available sites.

2.5.- Performance Evaluation
Below a table showing the results of evaluating our algorithms on a held-out test subset of the OPP115 dataset. Numbers are shown in F1-score (min 0, max 1) which is a metric of accuracy that
considers both the precision and the recall of the model to be evaluated i.e. High values of F-score
will guarantee not only that the extracted paragraphs will be annotated correctly with the
corresponding GDPR element but also that all mentioned GDPR elements in the paragraph to be
extracted.

F1 - Score
First Party Collection/Use

0.80

Third Party Sharing/Collection

0.80

User Choice/Control

0.62

Data Security

0.59
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International and Specific Audiences

0.78

User Access, Edit and Deletion

0.42

Policy Change

0.62

Data Retention

0.16

Do Not Track

0.64

The current interim version shows some of the classes which will require further study, and in our
annotation plan (see D3.2) we plan to focus more on those difficult classes.
Multi-linguality
Insofar the GDPR extraction proceeds, we aim to measure the potential loss in performance created
by the introduction of translation errors by following the process described in 1.1.3.
However, as we do not have for the moment annotated privacy policies in a second language, we
proceeded as follows:
Original English policies were translated into a second language, Italian in this case. We then
assumed that this translated policy constituted a request from a micro-enterprise to analyze its
GDPR-element, and used this as entry for the figure from Sect 1.1.3. It was therefore translated
(back) into English, and then the model trained on English data run on top of it.
This was repeated twice, once with a commercial US-based translation engine; and one with a
trained neural-machine translation model in house (details below).
In the following table we can see the impact of the translation model:

Original

Commercial MT system backtranslated

EuroParl

First Party Collection/Use

0.80

0.79

0.72

Third Party Sharing/Collection

0.78

0.77

0.68

User Choice/Control

0.60

0.57

0.47

Data Security

0.59

0.57

0.48

International and Specific Audiences

0.77

0.76

0.64
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User Access, Edit and Deletion

0.49

0.48

0.18

Policy Change

0.69

0.66

0.54

Data Retention

0.18

0.16

0.08

Do Not Track

0.76

0.59

0.04

Other

0.70

0.70

0.64

Average wo Other

0.63

0.59

0.43

Average

0.64

0.60

0.45

The classification model in this case was a linear one (logistic regression, with l-2 regularization) reason for which the results differ slightly from the previous table. We report the F1 score per
category. “Average” is the macro-average, while “Average wo Other” is the macro-average
excluding the category Other.
As can be seen, using the commercial, state-of-the-art model, results in a very low performance
drop. The particularly high drop in “Do Not Track” is probably due to the specific naming that is
used to refer to that category: the classification model probably learnt to over fit to this naming,
and it might get miss-translated in the double translation loop.
Note that the fact there is this double translation could indicate that the actual performance drop
will be actually lower, as in our evaluation setting there are two translations which could introduce
errors. On the other hand, not all results of translating from already translated content can carry
over to the translation of original content [Popel2018 ,Dowmut2019].
Using an in-house model however performs much worse, despite using a state-of-the-art
architecture [Transformer]. We believe the gap could be crossed making a better usage of data,
hyper-parameter searches and fine-tuning: for this model we used the EuroParl corpus [Kohn2005],
the multi-lingual proceedings of the European Parliament. Performance could be improved by
cleaning and enriching that data-set, as for the moment we only used 1.7M parallel sentences.
Moreover, the performance on test data of this same type is lower than the state-of-the-art (our
model obtains 20.4 BLEU points for EN->IT, compared to > 25 points for fine-tuned systems).
Regarding the good performance obtained by commercial system, and the little room for
improvement left between that and in-language policies (a proxy for the results obtained with
language-specific annotations), we decided however not to focus on improving an in-house
translation engine and rely on external ones.
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The Fog index is appreciated for its simplicity (ease of assessment) and performance (good
correlation with readability) but it remains shallow. Furthermore, it was designed by American(based) researchers to assess the readability of (American-)English materials written for Americans.
Although all languages potentially face the same issue, they all have different intrinsic
characteristics, evolve in different cultures and their readers are educated in distinct education
systems. What works for English, in the USA, cannot be used directly on other languages in other
cultures.

2.6.- Limitations
We will outline two types of limitations of SMOOTEXT: those which are general limitations, either
imposed by current technical choices or by the time-line of the project; and those which correspond
to the current implementation of the interim version but which will be covered by D3.4.

General Limitations
Machine learning models are probabilistic by nature, and do not provide - in general - 100%
guarantee. This is even more true when dealing with unstructured data like text, and still more
when referring to the challenging nature of privacy policies (length, ambiguity, dispersity of the
information to be retrieved, long-term relationships, etc.).
In practice this means that some personal data practices might be wrongly inferred. Because of
that, we believe it is of crucial importance to keep track of the source text from which we inferred
so to re-direct the user to it and allowing her to verify the correctness of the predictions if there is
a doubt.
A more mundane, but no less important limitation, is the format in which privacy policies are
uploaded. Looking at the very first submitted by the micro-enterprises who registered, we realize
that many of them consist in scanned version of a printed document. Processing such documents
present challenges which we do not plan to cover in this project, namely the one of OCRing, and
integrating the error introduced by that process in the remaining pipe-line. Instead, we decided to
provide an automatic test which checks for pdf-nativeness, and rejects an upload of documents
which fail that test.

Current Implementation Limitations
The current version, while complete and permitting to plug it in the existing platform through the
use of web-services, present some limitations. Most of those are guiding our current effort to
provide the final version in D3.4.
● the readability analysis is currently only supported for English documents. We are currently
experimenting with the impact of translation for that. Those results will be provided in D3.5
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●

●
●

●

It is not clear that FOG is the most useful metric for end-user. We plan to integrate
questions around this in the first testing, to understand better what would be helpful for
the micro-enterprises
The GDPR-elements extraction is currently performed using the ontology of OPP-115,
which has some shortcomings for GDPR policies (see Gallé et al. 2019)
The extraction is done for now only on the paragraph level. On one side it will be important
to be more fine-grained, highlighting for example the precise personal information that is
collected. On the other side, introducing contextual information to each paragraph could
potentially increase the performance overall. Such global predictions could take into
account for instance that information regarding the information is mostly present at the
beginning or the end of a privacy policy
The current platform is not designed to scale tremendously. We plan to perform some
stress test to determine the number of concurrent calls that we can currently support with
an acceptable latency (to be determined in accordance with the remaining WPs)

[Dowmut2019] Marcin Junczys-Dowmunt. Microsoft Translator at WMT 2019: Towards LargeScale Document-Level Neural Machine Translation. https://arxiv.org/abs/1907.06170
[Popel2018] Martin Popel "CUNI Transformer Neural MT System for WMT18”
https://www.aclweb.org/anthology/W18-6424
[Transformer] Vaswani, Ashish, et al. "Attention is all you need." Advances in neural information
processing systems. 2017.
[Kohn2005] Europarl: A Parallel Corpus for Statistical Machine Translation, Philipp Koehn, MT
Summit 2005.

3.- CONCLUSION
The current document describes the interim version of SMOOTEXT. This consists of a minimum
viable product, covering limited version of all functionalities to be provided by SMOOTEXT:
readability analysis, GDPR-extraction and multi-lingual support.
The current SMOOTEXT version is delivered as a Docker image, and has been deployed on the
SMOOTH Gitlab. In addition, an image can be accessed at http://smootext.europe.naverlabs.com/
(see http://smootext.europe.naverlabs.com/docs for the documentation).
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The code is accessible through the SMOOTH Gitlab, to which the reviewers can have access by
contacting the project coordinator, through rosa.araujo@eurecat.org .
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